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Abstract

The overlay of 2 < m < d minimization diagrams of n surfaces in R? is isomorphic to a substructure
of a suitably constructed minimization diagram of mn surfaces in R4™~1, This elementary observation
leads to a new bound on the complexity of the overlay of minimization diagrams of collections of d-
variate semi-algebraic surfaces, a tight bound on the complexity of the overlay of minimization diagrams
of collections of hyperplanes, and faster algorithms for constructing such overlays. Further algorithmic
implications are discussed.

1 Introduction

The study of arrangements of linear and curved surfaces is a fundamental and notably active research field
in both discrete and computational geometry. A central topic of study is the analysis of combinatorial
geometric structures such as lower envelopes, minimization diagrams, and overlays of minimization dia-
grams. The wealth of algorithmic and combinatorial applications of these particular structures has been
amply described elsewhere [5]; we only mention below some key results concerning their complexity. (See
the next section for precise definitions.)

It is easy to see that the complexity of an arrangement of n semi-algebraic d-variate functions of constant
descriptive complexity is O(nd+1) and that this bound is tight even for arrangements of (nonvertical)
hyperplanes in RI*+1 (which are totally defined linear d-variate functions). The lower envelope of an
arrangement of n hyperplanes in R4+ is a convex polyhedron with at most n facets and thus has maximum
complexity ©(n'™@25[19, 22]. The lower envelope of an arrangement of n d-simplices in R4*! has maximum
complexity ©(n%a(n)) [13], and the maximum complexity of the lower envelope of an arrangement of n
semi-algebraic d-variate functions of constant descriptive complexity is O(n%*€) for any e > 0, which is
nearly tight in the worst case [20]. (The constant of proportionality in the last bound depends on ¢ and
d, which are assumed to be constant; we keep this convention implicit in the remainder of the paper.)
Slightly sharper bounds, related to Davenport-Schinzel sequences, are available for univariate functions,
and extend to a few special instances in higher dimensions too [21]. Thus the worst-case complexity of the
lower envelope of an arrangement is generally about a factor of n smaller than the worst-case complexity
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of the whole arrangement. The minimization diagram of an arrangement is the projection of its lower
envelope onto the d-space of the independent variables (see next section for more details). By definition,
the complexity of a minimization diagram is equal to the complexity of the lower envelope.

For d < 3, it is known that the complexity of the owverlay of two (or of any constant number of)
minimization diagrams of n semi-algebraic d-variate functions of constant descriptive complexity is O(nd+€)
for any € > 0 [4, 17]. This matches the best known upper bounds on the complexity of a single minimization
diagram and is nearly tight. (Again, slightly sharper bounds are known for d = 1.) For d > 4, however,
the only known upper bound on the complexity of the overlay of, say, two minimization diagrams as above
is the naive O(n?4*€) for any ¢ > 0, obtained by observing that every feature of the overlay is defined by
a pair of features, one from each minimization diagram. Improving this bound is a long standing open
problem. This has recently been achieved for the special case of overlays of minimization diagrams of
n simplices in R9*1, whose complexity was shown to be O(n9*€) for any € > 0 [18]. The more general
semi-algebraic case remained wide open.

In this paper we prove that the complexity of the overlay of minimization diagrams of 2 < m < d
collections of n semi-algebraic d-variate functions of constant descriptive complexity is O(nd+M=1+€) for
any € > 0. We thus stand, for the special case m = 2, about one factor of n away from the known lower
bound of Q(n%?(n)) [18]. On the algorithmic side, we show that we can enumerate the vertices, edges
and 2-faces of the overlay of a pair of diagrams in time O(n%*1*€), for any ¢ > 0. This is again at most
about one factor of n from the obvious lower bound. Applications of efficient overlay construction abound
[5, 17, 18]; we highlight some further ones in Section 4.

An interesting kind of overlays is that of minimization diagrams of two or more collections of n hy-
perplanes in R4+ Since the lower envelope of a collection of hyperplanes is a convex polyhedron, such
minimization diagrams are exactly the regular polyhedral subdivisions of RY (see [22] for this terminology).
We are thus concerned with the maximum possible complexity of the overlay of two (or more) such sub-
divisions, a rather basic question in the theory of polytopes. The reader is invited to verify that for d = 2
this complexity is ©(n?). For d = 3 the same quadratic lower bound holds. Interestingly, it is tight. An
even stronger property is known [16]: The overlay of two (not necessarily regular) polyhedral subdivisions
R and B of R? has complexity O(NRr + Ng +nrng), where Ngr, Ng are the complexities of R and B, and
nR, np are their respective numbers of three-dimensional cells. Since the number of three-dimensional cells
of a regular polyhedral subdivision of R? defined by a convex polyhedron with n facets is clearly n, and its
complexity is O(n?), the bound of O(n?) on the complexity of the above overlay in R® follows. However,
this bound does not extend to the overlay of three polyhedral subdivisions of R3.

In this paper we prove that the complexity of the overlay of m minimization diagrams of n hyperplanes
in R for 2 < m < d, is O(n"@+M/20] thereby generalizing, for m = 2, the bound of [16] for regular
subdivisions. We also show that this upper bound is tight. For m = 2, this demonstrates that the maximum
complexity of the overlay of two regular polyhedral subdivisions of RY differs by a factor of n from the
maximum complexity of one such subdivision for even d while being asymptotically equal to it for d odd!
This surprising behavior is in contrast with the case for simplices [18] and with the conjectured state of
affairs for semi-algebraic surfaces of constant descriptive complexity (but in these cases the bounds are
much larger, so the difference between the two cases is not that striking).

All the above new results are derived by means of the following truly elementary observation:

The overlay of two (resp., m) minimization diagrams of n d-variate functions is isomorphic to
a substructure of a suitably constructed minimization diagram of 2n (d + 1)-variate functions
(resp., mn (d + m — 1)-variate functions).



It is remarkable that this basic property has not, to our knowledge, been discovered before.

The overlay of minimization diagrams of collections of hyperplanes has been previously used for the
computation of the minimum-width spherical shell in dimensions two and three [1, 11, 12]. The above bound
on the complexity of this overlay immediately implies an algorithm for the minimum-width spherical shell
problem in any dimension d, whose running time is O(n WZE”). An algorithm with the same running time
was described by Chan [8], who improved by about a factor of n the running times achieved in [11] and
(the conference version of) [1]. In fact, the above-stated main observation stemmed from contemplating
Chan’s mapping of all spherical shells enclosing n points in RY to a convex polytope in R9*2 [8], which has
led to the seed idea of the current paper.

It is our hope that this note will facilitate further advances in the study of overlays of minimization
diagrams. We outline some algorithmic implications of the new results in Section 4, including a recent
application of our results to the analysis of the ICP algorithm [15].

2 Overlays as Minimization Diagrams

For simplicity of presentation, we first analyze the overlay of fwo minimization diagrams, and then, in the
next section, generalize it to the overlay of arbitrarily many diagrams.

Let F' be a collection of n d-variate functions. The lower envelope &g of F' is defined to be their

pointwise minimum:
Ee (X) = gl%f(x), for x € RY.

We assume for simplicity that at least one function of F is defined over every x € RY and the above
definition is thus valid for all x € RY; this assumption can easily be lifted. The minimization diagram
Mg of F is the orthogonal projection of the cell structure of & onto RY. It is the subdivision of RY
into maximal connected relatively open faces of dimensions ranging from 0 to d, over each of which & is
attained by a fixed subset of F (of cardinality d + 1 to 1, respectively, if one assumes general position—see
below). Define £ and Mg analogously for another collection G of n d-variate functions. The overlay
Q(F,G) of Mg and Mg is their superposition in RY. It is a subdivision of RY into maximal connected
relatively open faces of various dimensions, over each of which each of the envelopes & and &g is attained
by a fixed set of functions of F' and of GG, respectively. Without loss of generality, assume that the functions
in F'UG are totally defined, continuous, and in general position with respect to each other. (See [5] for
a definition and justification.) The overall number of faces of all dimensions of &, Mg, or Q(F,G) is
called the combinatorial complexity (in short, complexity) of the respective structure. With a slight abuse
of notation, throughout this paper we refer interchangeably to minimization diagrams of collections of
functions and of collections of surfaces in Euclidean space that are the graphs of these functions.!

For each f € F and g € G, consider the following corresponding (d 4 1)-variate functions:

fxy) = f(x), for xeRY,  yeR,
g'%(,y) = g(X)+v, for x € Rd, y € R.

Let F™{resp., GH'be the collection of the functions f™{resp., g for all f € F (resp., g € G). The

We also define the upper envelope of F' as the pointwise maximum of the functions of . The orthogonal projection of
this upper envelope onto RY is called the maximization diagram of F. The overlay of two maximization diagrams, or of a
minimization and a maximization diagram, is defined in analogy to the overlay of minimization diagrams.



following lemma is the key observation of this paper. It implies that the overlay of minimization diagrams
of two collections of d-variate functions, each of cardinality n, arises as a substructure in the minimization
diagram of a suitably constructed collection of 2n (d + 1)-variate functions. Moreover, if the original
d-variate functions are algebraic of degree k (or semi-algebraic of constant descriptive complexity), the
constructed (d + 1)-variate functions are algebraic of degree k (or semi-algebraic of constant descriptive
complexity) as well.

Lemma 2.1. There exists an injection from the set of faces of Q(F, G) to the set of faces of Mg cpgra That
is, every face of the overlay Q(F,G) can be mapped to a unique corresponding face of the minimization
diagram Mg tpgia

Proof. For a point X € RY, let Fy be the subset of F' that attains & over X, at some value @x. Let Gy
be the subset of G that attains £g over X, at some value vx. Let F-and GL-be the corresponding subsets
of F-hnd G Note that F,HU Gl-httains EF cpgrover the point X™= (X, px — %) at value px, while all
other functions of F=And Gie strictly above this value over X7 Also, assume without loss of generality
that 7« < @x; then for all £ < @px — yx (resp., £ > px — 7x) the envelope Ef cpgrover the point (X, &) is
attained by precisely the set GL{resp., F}1)!

For a face s of Q(F,G), pick an arbitrary X € s. Define Fx, Gx, px, and v« as above. Let ¢ denote the
face of Mg rpgfthat contains the point X (X, x —7x)- The required correspondence between faces of
Q(F,G) and of Mg rpgiis defined by mapping s to t. A schematic illustration of this mapping is given in
Figure 1.

y
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Figure 1: Turning a feature of the overlay of two minimization diagrams to a feature of the minimization
diagram of extended functions.

To prove that this is an injection we need to show that (i) the face t is well defined, and is independent
of the choice of X € s, and (ii) distinct faces s, s"of Q(F,G) are mapped to distinct faces ¢, t"of Mg cpgta
We prove (ii), and then note that a similar and simpler argument establishes (i).

Assume for the sake of contradiction that distinct faces s, s5of Q(F,G) are mapped to the same face ¢
of Mg rpeia That is, there are points X1 € s and Xy € s5 such that the points X{%nd XZ':Iie in the same
face t of Mg rpgr Thus there is a continuous path 7Hn RI*1 that connects XFand Xéihnd lies in its
entirety in the face ¢. Let FtEL*__ FAnd GFL*__ G be the functions that attain Eg rpgrover ¢ and note that
both sets are not empty. It follows that Ft% GHS exactly the set of functions that attain & cpgrover

every point in 7~

Consider the orthogonal projection 7 of the path 7 =bnto RY. 7 is a continuous path that connects X1
and Xp. Furthermore, we claim that the set of functions of F (resp., of G) that attain & (resp., £g) is the
same for every point along 7 and is precisely the set of functions that correspond to F{{resp., G{)} Indeed,
as observed above, the functions in F'=And G re constructed in such a fashion that for any X € RY, there



is only one value ¢ for which the envelope & rpgyis attained at the point (X,¢) € R9*! by both functions

from F™And functions from G'5'and these functions are exactly those that correspond to the functions of

F and G that attain & and &g, respectively, over X; since functions from both F=And GSttain & rpgi
over w5 the corresponding sets of functions from I and G are necessarily the sets that attain & (resp.,

&) over T.

Since X3 and X can be connected by a continuous path 7, over every point of which the set of functions
that attain & and Eg is the same, X; and Xy lie in the same face of Q(F,G). We have reached a
contradiction that proves the second claim (ii). The proof of (i) is simpler, and uses the same arguments
in reverse. ]

We note several consequences of Lemma 2.1.

Theorem 2.2. The complexity of the overlay of minimization diagrams of two collections of n semi-
algebraic d-variate functions of constant descriptive complexity is O(nd+1+8), for any € > 0. Moreover,
we can enumerate the vertices, edges and 2-faces of the overlay in time O(n9**€), for any ¢ > 0. (The
constants of proportionality depend on d, €, and on the descriptive complexity of the functions.)

Proof. The combinatorial bound follows from Lemma 2.1, which implies that the complexity of the overlay
is at most the complexity of the minimization diagram of 2n semi-algebraic (d+ 1)-variate functions of con-
stant descriptive complexity, and the complexity of such minimization diagrams is known to be O(nd+1+8),
for any € > 0 [20]. Agarwal et al. [2] show that the vertices, edges and 2-faces of the minimization diagram
of n semi-algebraic (d 4 1)-variate functions of constant descriptive complexity can be enumerated in time
O(n9*1*€) for any ¢ > 0. Combining this with Lemma 2.1 clearly implies the algorithmic part of the
theorem. O

The bound in Theorem 2.2 seems not to be tight, because the image of the embedding of Q(F, G) into
ME tcpgiseems to consist of only a small portion of the minimization diagram, that is, of only one face at
each slice through a fixed x € RY. Surprisingly, this objection does not apply to the case of hyperplanes,
where the technique yields a worst-case tight bound:

Theorem 2.3. The complexity of the overlay of minimization diagrams of two collections of n hyperplanes
in RI*+L (regarded as graphs of linear d-variate functions) is O(nwzgl). This bound is tight in the worst
case. The overlay can also be constructed in worst-case optimal time O(n@251),

Proof. The upper bound follows from Lemma 2.1, as in the proof of Theorem 2.2, this time plugging in
the Upper Bound Theorem [19] that shows that the complexity of the lower envelope of 2n hyperplanes in
Rd+2 is O(nlﬂ}’ZEHl).

For the lower bound construction, denote the coordinate axes in R4*1 by z1,...,24+1. Consider a
collection of hyperplanes in Rd (with coordinate axes x1,...,Zd—1, Td+1) whose lower envelope (with zg+1
as the dependent variable) has ©(n¥?Y vertices. Such a collection can be constructed using duals of cyclic
polytopes; see [22]. Take the product of each of these hyperplanes with the z¢-direction. The collection of
these products forms the first family F' of hyperplanes. Regarding the elements of F' as graphs of linear
functions with xg+1 as the dependent variable, the minimization diagram of F' contains ©(n'¥25! 1-faces
(edges), each of which is an zg-parallel line.

Let the second family G consist of n hyperplanes of the form zg+; = i(zg + i), for i =1,...,n. When
we overlay Mg with Mg, each of the n — 1 projections of the (d — 1)-flats of intersections of consecutive



hyperplanes of G along &g intersects each of the Q(n WZ@ 1-faces of Mg in a point, creating n — 1 vertices
of Q(F,G) on every 1-face of Mg. This produces Q(n¥?™1) vertices of Q(F, Q).

Finally, the algorithmic result follows from standard convex hull algorithms [9]. U

Remark. The maximum complexity of a single minimization diagram is @(nWZ'j;'. Hence, as already
mentioned, the bounds on the complexities of a single minimization diagram and of an overlay of two
diagrams coincide (asymptotically) for d odd, and differ by a factor of n for d even.

Theorem 2.3 yields an interesting corollary, which follows from the well-known representation of power
diagrams (which include Voronoi diagrams as special cases) as lower envelopes of hyperplanes; see [14].

Corollary 2.4. The mazimum possible complezity of the overlay of two (closest-point or farthest-point)
power diagrams, each defined by n points in RY, is @(nwzgl).

3 Overlays of Many Diagrams

In some applications (see [15]) we need to consider the overlay of many minimization diagrams. Let Fi,
F>, ..., Fim be m collections of n d-variate functions. For each 1 < ¢ < m, define &f;, and M, as in Section
2. Define Q(F1,...,Fm) to be the superposition of all diagrams Mg, for i = 1,...,m. For each f € Fj,

1 <i < m, we define a corresponding (d + m — 1)-variate function as
1

fx) i=1
Foy) = FX) +Yie 0> 1,

d -1
for x e RY and y € R™™*. Let S = ‘ 1
F—= f=feF,1<i<m .

The following lemma is proved similarly to Lemma 2.1.

Lemma 3.1. There exists an injection from the set of faces of Q(F1,..., Fmn) to the set of faces of Mgt

As above, this leads to the following result.

Theorem 3.2. The complexity of the overlay of minimization diagrams of m collections of n semi-algebraic
d-variate functions of constant descriptive complexity is O(n9*™M~1*)  for any ¢ > 0, for 2 < m < d, and
18 O(mand_1+8), for any € > 0, for m > d. Moreover, we can enumerate the vertices, edges and 2-faces
of the overlay within the same asymptotic time bounds. (The constants of proportionality depend on d, ¢,
and on the descriptive complexity of the functions.)

Proof. The bounds for m < d follow from Lemma 3.1 and from [20, 21], as in the proof of Theorem 2.2.
For m > d, we note that each vertex of the overlay is also a vertex of the overlay of some d of the
given minimization diagrams. We thus iterate over all O(md) d-tuples of diagrams, and apply the bound
with m = d to each tuple. Extending this argument to higher-dimensional features of the overlay is
straightforward. O

As in Section 2, the case of hyperplanes yields improved bounds, which are tight for d = O(1).

Theorem 3.3. The complexity of the overlay of minimization diagrams of m collegtions %hyperp es
in RI+1 (regardqd as gyaphs of linear d-variate functions) is O (mn) @+M20ET 0 q Q p[@+m)/20T 45
m<d, and ©® (mn)? for m > d.



Proof. The upper bound for m < d follows by combining Lemma 3.1 with the Upper Bound Theorem [19].
For the upper bound for m > d we note that every feature of the overlay lies in the intersection of at
most d faces from the various minimization diagrams. Hence each vertex of the overlay also shows up as a
vertex of the overlay of d of the minimization diagrams. Thus we can obtain all the vertices of the overlay
by iterating over the overlays of d-tuples of diagrams. Extending this argument for higher dimensional
features of the overlay is straightforward. This gives a considerably better upper bound for m > d, as
stated in the theorem.

The first lower bound construction in an extension of the one in Theorem 2.3. Consider a collection of
hyperplanes in R4—m+2 (with coordinate axes x1,...,Zd—m+1, Zd+1) Whose lower envelope (with xg4+1 as
the dependent variable) has Q(n™@~mM*2/20 yertices. Take the product of each of these hyperplanes with
the subspace spanned by the coordinates xq—m+2, ..., 2q. The collection of these products forms the family
Fy. For each 2 < i < m, the family Fj consists of n hyperplanes of theform z44+1 = j(:nd@,ﬂ , for 5 P
1,...,n. Itis easy to verify that the overlay of these collections has Q n@—mM+2/20Lim=1"_ ¢ E@Hm)/ 2
vertices.

C10]
The second lower bound construction treats d % of the collectionsf:arsi—il] “bundles” of % collections.

Thus a collection is referred to as Fjj, where 1 <i < dand 1 <j < % The collection Fjj consists of

hyperplanes of the form :Eﬁll:l— k(zi + k + jB) EEI__RI n]__a|nd aﬂfﬁmently large global constant
B. The overlay of these d & collections has Q@ n =Q (mn)? vertices. (The constants can be

improved slightly by maklng use of the other m — d % collections.) O

4 Some Algorithmic Implications

Thinnest elliptic shell. It is well known that the center of the minimum-width spherical shell of a point
set has to be a vertex of the overlay of its closest-point Voronoi diagram and its farthest-point Voronoi
diagram, an observation that has been exploited in the design of efficient algorithms for finding such a
spherical shell [1, 8, 11, 12]. Many further problems of this kind can be addressed using high-dimensional
overlays. We give a simple illustration for a generalization of the minimum-width spherical shell problem
in the plane.

Given a set P of n points in general position in the plane, we wish to find the thinnest (not necessarily
axis-parallel) elliptic shell enclosing P. In certain applications, this can give a rather precise approximation
of the point set and includes the smallest enclosing annulus [1] as a special case. Formally, we want to find
parameters a, b, ¢, and € that satisfy, for every point (z1,22) € P:

Ly, Bl L) Bl

i< zr—a " 4+cay—b" < fo,

1] N I I I
T1 cosf) —sinf x1
where o = . )
x5 sinf  cosf x2

such that f» — f1 is minimized.?

It will be convenient to define d = tan% and substitute sinf = 13%2 and cost) = 7 +g§ For each

X = (x1,x2) € P define a quadrivariate function

s e

fx(aab>cad): rr—a +c xy— ) (1)

2This is a somewhat arbitrary way of defining the thinness of an elliptic shell; it does however coincide with the usual
notion of thinness when the elliptic shell in question becomes an annulus (i.e., when ¢ = 1).




L %C_I %I—dz)/(u—dz) —2d/(1 + d?) l’lzl
WHEEE 2B T 2d/(14+d?) (1 —dd)/(1+d?) xp

Let F' be the collection of functions fx. We are seeking a, b, ¢, and d, for which

I)I(l%fx(% b7 &) d) - I)?[%fx(aa b7 &) d)

is minimized. In other words, the vertical distance between the upper envelope of F' and the lower envelope
of F' is minimized at the point (a,b,c,d). Let us rearrange (1) as

fx(a,b,e,d) = Eb— L;l Eh L;l

L1 ] L1
B I%I )d2—|—1 a2 cd* 4+ (4 — 2¢)d? + ¢
= o —|—d2)2 T2 1+ d2)2
PO I ) —1
g dc=1)(1-d%) . 2bcd — ad” +a
G F T ! 1+ d2
bed? — be + 2ad L) 5
42z, 1T a2 + a“+cb
= w1 + axws + azws + azws + asws + we, (2)
where
o 22 y _db+ (de—2)d® + 1
to LT (1?2
v — 12 w Cedb+ (4—20)d? +c
2T 2= (1 + d?)?
d(c—1)(1 — d?)
a3z = 4r172 w3 = (1+d2)2
ws— w _2bcd—ad2+a
4= 1 e P
4 — 92 w _bcdz—bc+2ad
> e S 7

wWe = a? + cb?.

Thus fx can also be viewed as a linear function ¢x(wi, w2, ws, ws, ws,we) in six variables. (See, e.g.,
Agarwal et al. [3] for a similar linearization in the case of cylindrical shells.) The collection of n functions
©x is denoted by ®. The “valid” 6-tuples (w1, w2, w3, ws, ws, we) that correspond to quadruples (a,b, ¢, d)
form a 4-manifold in R® that we denote by ¥. We are now looking for a 6-tuple (w1, wp, w3, wa, ws, we) € ¥
that minimizes

A(wl7w27w37w47w57w6) - I)I(llaj%l @X(w17w27w37w47w57w6) - I)}%%pr(wLwZaw&wmwSwa)

among all possible (w1, wz, w3, wa, ws, wg) € V.

To this end, we construct the overlay O of the minimization diagram and the maximization diagram
of ®. Although we deal with hyperplanes in R’, they have a special structure—they all pass through the
origin, and the coefficient of wg is 1 in each of them. We can therefore write

. .
wo 3 wa ws 0,W2 w3 wa ws
Ox (w1, w2, w3, wa, ws, W) = w1 a1 + ag— + az3— + ag— + as— + wp = W1 PR (—, —, —, —) + we.
w1 wy w1 wy w1 w1 wy wy



It therefore suffices to form the overlay of the minimization and maximization diagrams of the quadrivariate
linear functions oy, for X € P, and then map this overlay back to R®, to obtain ©. Applying Theorem 2.3
in R%, we conclude that the complexity of the overlay O is O(n?®), and that it can be constructed in O(n?)
time.

Since every cell of the overlay is a convex polyhedron, we can, in the same worst-case asymptotic time,
decompose all cells of O into simplices of various dimensions using the bottom-vertex simplicial decompo-
sition [10]. Consider one simplex 7 of this decomposition of dimension 2 < k < 6. The minimization (resp.,
maximization) diagram of ® is achieved by a fixed set of i (resp., j) hyperplanes of ® over +, such that
i+ j=8—k. Thus A(wi,wy,ws,ws, ws,we) is a linear function over v. We wish to find a point within
v N W that minimizes A (w1, wa, w3, wa, ws, wg) over this domain. Since v and ¥ are both semi-algebraic of
constant descriptive complexity, we can compute yNW in constant time,® and then find the minimum point
on it in additional constant time. Thus we can iterate over all simplices v and find the global minimum of
A(wy, wz, w3, ws, ws, we) within ¥ in time O(n3). We have proved the following theorem:

Theorem 4.1. Given a set P of n points in general position in the plane, the thinnest (not necessarily
azis-parallel) elliptic shell enclosing P, as defined above, can be found in time O(n3).

Theorem 4.1 is just one concrete example of a variety of problems that can be tackled in a similar
manner, in which we want to find a point that minimizes the difference between the upper and lower
envelope of a collection of functions (or satisfies some other relation that involves the envelopes). If the
given functions have reasonable linearization, then Theorem 2.3 can be used to solve the problem fairly
efficiently. In other cases, Theorem 2.2 can be used, still yielding a considerable improvement over naive
solutions.

Overlay of Voronoi diagrams and the ICP algorithm. Corollary 2.4 can be generalized, via The-
orem 3.3, to yield the following.

Corollary 4.2. The maximum possible complexity oflﬂ_fJFe overlay o ﬂl (closesi-point (I)p‘arthest—point)
poper dzaﬁfzms each defined by n points in RY, is O (mn)@+mM/2E 4nq Q nptOFmM20T5¢ 0 < d, and
O (mn)d form > d.

In particular, these bounds apply to the overlay of m (closest-point or farthest-point) Voronoi diagrams.
This has, among other applications, the following interesting corollary.

Corollary 4.3. Let A and B be two finite point sets in RY, with |A| = m and |B| = n. For each X € RY
and a € A, define Ng(a+X) to be the nearest neighbor of a+X in B. Refer to the mapping a — Ng(a+ X)
as the nearest-neighbor assignment at X. Then the number of distinct nearest-neighbor assignments, over
all possible translation X, is O(n"@*M720] for m < d, and O(mn9) for m > d. Both bounds are tight in
the worst case.

Proof. Note that b = Ng(a + X) iff a + X lies in the Voronoi cell V' (b) in the closest-point Voronoi diagram
Vor(B), or iff X € V(b — a) in Vor(B — a), where B —a = {b—a | b € B}. Hence the nearest-neighbor
assignment is fixed in each cell of the overlay of the m Voronoi diagrams Vor(B —a), for a € A. The bounds
are then immediate from Corollary 4.2. Tightness also follows similarly as in the proof of Theorem 3.3. [

30f course, computations of this kind are quite involved, and use a battery of sophisticated algorithms in real algebraic
geometry; see, e.g., [6].



Corollary 4.3 is used by Ezra et al. [15] to give a combinatorial bound on the number of iterations of
the ICP algorithm, which has been proposed by Besl and McKay [7] and used over a decade as a heuristic
approach to pattern matching, but has not been rigorously analyzed prior to the treatment in [15].

Sandwich regions. In conclusion, we note that one of the important applications of the overlay of
minimization diagrams is to bound the complexity of the sandwich region between the upper envelope of
one collection F' of n semi-algebraic d-variate functions of constant descriptive complexity and the lower
envelope of another such collection G [4, 17]. For this application our new bounds, though tight for the case
of hyperplanes and within about one factor of n from the known lower bound for the case of semi-algebraic
functions, are not strong enough to yield a notable improvement. Indeed, the sandwich region is easily
seen to be a collection of cells in the arrangement of the graphs of the functions of F UG in R4, Thus its
complexity is at most the complexity of this arrangement, which is O(n8*1*€) for any & > 0. This matches
precisely the bound that can be derived through the application of Theorem 2.2. Any further tightening
of our bounds on the complexity of the overlay will also yield an improvement for the complexity of the
sandwich region.
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